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ABSTRACT

Freeform surfaces can be used to describe manufactured ob-
Jjects. These surfaces can be represented as point clouds, trian-
gulated surfaces and range images. Before these objects can be
analysed in any way they need to be broken down into their con-
stituent parts. Using this description stamped parts can be in-
dexed and retrieved to assist in determining how to manufacture
a part that has similar properties.

One means of performing this task is to segment the object
based upon its surface properties. Curvature can be used to de-
scribe the behaviour of a surface. In order to use these metrics a
single Self-Organizing Map is used to automatically categorise
surface into regions of similar curvature.

The SOM is first trained using a small number of simple
shapes and curvature metrics. It is then used to segment an ob-
Jject that is a mixture of free form surfaces and planes. The com-
bination of these metrics, shapes and the use of a SOM allows
for the representation of many types of surfaces. The shapes and
curvature metrics used to train the model determine how sensi-
tive it is to different surface descriptions.

This technique is successfully applied to a complex object
that combines free form surfaces and planar surfaces using ro-
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bust discrete curvature metrics.

INTRODUCTION

Segmenting a 3D surface acquired from a range scanner or
other device is the first step for many tasks. Once an object has
been described as a set of patches, or other representation, higher
level processing can take place.

Freeform surface segmentation is the process of breaking up
a surface into a set of meaningful parts. This description by parts
can then be used for object recognition, indexing and retrieval,
defect testing and reverse engineering. The main objective of
this research is to automatically segment stamped parts to enable
indexing into a database of previously manufactured parts to de-
termine best manufacturing process and its parameters.

The objective of this paper is to investigate different surface
curvature metrics, segment range or other triangulated 3D data
into meaningful patches using a Self-Organizing Map. A Self-
Organizing map is a structure that alters itself to represent the
data it is being trained on. Parameters such as what curvature
metrics to use, SOM dimensions and selection of training shapes
are to be evaluated.

Once the parameters have been set this technique requires
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no user interaction, is able to represent a wide variety of sur-
face types and segment meshes into distinct planar and curved
regions.

The paper will first discuss related work. The concept of
the Self-Organizing map will be introduced and following that
an overview of curvature metrics and how they can be calculated
for discrete surfaces is presented. Following these sections the
results of the experiment will be shown and the paper will then
end with the discussion of the results and conclusion.

Related Work

This paper extends the work by Koh et al. [1,2] using Self-
Organizing maps to segment freeform surfaces. Koh, Suk and
Bhandarkar [1,2] used a Hierarchical SOM (HSOM) to segment
range images. Their HSOM is organised into n square layers of
SOMs. Each layer feeds into a smaller layer beneath it. For a
square range image of width and heigh x the first layer of the
HSOM will be a square of x/2. Each successive layer will have
its dimensions halved and the authors cite the quadtree as their
inspiration for this model. The HSOM uses coordinates of each
point, their unit normal and their Gaussian and mean curvatures
as the feature vector. The range image is fed into the HSOM and
processed at every layer.

The result of the segmentation is found by performing a
breadth first search through the trees created by each layer and
their links between each other. If the neuron represents the region
closely then the neuron is marked as closed and is considered to
be a segmented region.

This system requires many layers for large range images,
and manual settings of the threshold for determining if a neuron
in the hierarchy representing a region has been sufficiently seg-
mented. It requires knowledge of the surface being segmented
before initialising the HSOM. This technique is restricted to cer-
tain simple surfaces and cannot deal with freeform surfaces.

Dorai and Jain [3] segment freeform surfaces represented
by range images by using the principal curvatures of each point
to derive a shape index. The shape index is a modified version
of Koenderink’s [4] shape index. Patches are derived from the
shape index values for each pixel and mapped onto a sphere us-
ing curvedness and patch area as support functions. The location
of each patch on the sphere is determined by a mapping func-
tion. The mapping function uses the average surface normal to
map each patch onto a sphere. This introduces the problem of
deciding how to orient the shape.

Liu and Wang [5] use an oscillator network for segment-
ing range images. The network requires one oscillator per pixel
in the range image. No prior knowledge is required and the
emergent behaviour of the oscillators provides the segmentation.
Their LEGION system requires many calculations to model the
oscillators and requires the user to set parameters manually. It is
a computationally intensive model that is not fully automated.

Liu and Zhang apply spectral clustering [6] to segment tri-
angulated surfaces. This system requires the manual setting of
the number of eigenvectors to use, which then determines how
many clusters the K-means algorithm will expect to find.

Mangan and Whitaker [7] applied the watershed image seg-
mentation technique to 3D freeform triangulated surfaces. Raz-
dan and Bae [8] refine this method by inserting vertices where the
sum of two connected vertex normals are greater than a threshold
value. Pan et.al [9] take a similar approach, using a surface flat-
ness metric based on area and the unit normals of the surrounding
vertices. Watershed segmentation is prone to over segmentation
and can fail on simple shapes [6].

Park et.al [10] start with a point cloud, and use k-means
clustering to define the regions for each patch to cover. A man-
ual estimate of the number of clusters is required. Curless and
Levoy [11] use a volumetric method to build a model from range
data. Their method doesn’t work well with thin surfaces.

Sacchi et.al. [12] defined patches in terms of their bound-
aries. Boundaries are found by searching for points with high
mean curvature. These boundaries are formed by traversing
along these points. This system requires parameters to be manu-
ally set and is not robust to noise.

Vieira and Shimada [13] use region growing to segment tri-
angulated surfaces generated from range image data. It works for
noisy range images and can estimate error. It is able to segment
regions that are represented by bicubic Bézier patches. These
patches are unable to represent cylindrical or spherical surfaces.

Self-Organizing Maps

The Self Organizing Map (SOM) was conceived by Koho-
nen to show complex relationships between multivariate data in
a simple fashion [14]. It reduces the number of dimensions re-
quired to show relationships between sets of input data by alter-
ing its neuron weight values to match the data vectors being fed
into the system.

The SOM has been used to solve problems where proper-
ties of the data, such as number of clusters, are unknown or var-
ied given the input data set. Speech recognition, optical charac-
ter recognition, image segmentation, facial recognition, process
control are examples of such problems [14].

The topology and connectivity of a SOM is defined as a
set of connected neurons on a plane. Rectangular connectivity
is shown in figure 1. Each neuron has a set of weights. Each
weight is associated with one of the values in the input data vec-
tor. These weights are then initialised. This process can use sta-
tistical properties of the input data or be set in a linear or random
fashion.

The learning phase of the SOM uses data vectors from the
input set to alter its own weight values. A vector is selected and
the SOM is searched to find which set of weights best represents
the input vector. The winning neuron is called the Best Match-
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Figure 1. Rectangular SOM Topology

ing Unit (BMU). Depending upon two factors, the learning rate
and neighbourhood size, the weights of the BMU and neighbour-
ing neurons on the SOM are altered to be closer to the weight
values of the input vector. The learning rate is a function that
determines how much of an effect the input vector has on the
surrounding neurons. Another function is used to determine how
the neighbourhood size decays over time.

Once the SOM has been trained it can be used to classify
data. Feature vectors are fed into the SOM and the BMU re-
turned denotes the neuron in the SOM that closest resembles that
feature vector. The distance between the BMU and feature vector
is called the quantisation error (Q).

Discrete Curvature Metrics

Curvature metrics describe how free-form surfaces bend in
R® space. These metrics can describe both the direction and
magnitude of curvature. Discrete curvature metrics can measure
these surface properties on a non-continuous surface such as a
triangulated mesh or range image. They are considered a basic
measure of a surface’s properties.

Normal curvature measures how a surface bends by describ-
ing how the surface normals changes around a point. The prin-
cipal curvatures of a surface at p are the maximum k; and min-
imum kp normal curvatures for that point. These principal cur-
vatures also have direction, referred to as principal directions.
Surface types can be derived from principle curvature signs as
shown in table 1.

Gaussian curvature is an intrinsic measure that describes the
surface at p being either elliptic, hyperbolic, parabolic or planar
[16]. It can be calculated using the principal curvatures:

K= kikz 6]

Mean curvature is the arithmetic mean of the principal cur-
vatures and is an extrinsic measure.

Table 1. Surface types from principal curvature signs from Besl [15]
k1<0 | k1=01| k1 >0
kp <0 | peak ridge | saddle

ko= 0 | ridge flat valley

kp >0 | saddle | valley pit

Table 2. Surface types from Gaussian and mean curvature signs from
Besl [15]

K<0|K=0 K>0

H <0 | peak | ridge
H =0 | (none) flat

saddle ridge

minimal

H>0 pit valley | saddle valley

1
H= §(k1+ k2) @)

Gaussian and mean curvature can be combined to categorise
surface types using the sign of curvature metrics as shown in
table 2.

Surfaces are often described as edges and vertices that form
a triangulated mesh. This description is simple to describe and
manipulate. When surfaces are acquired from scanning pro-
cesses the resultant mesh can have varying levels of detail, be
over sampled, optimised or noisy. These factors make calcu-
lating curvature metrics a more difficulty proposition on trian-
gulated surfaces compared to mathematically defined free-form
surfaces.

Meyer et.al. [17] describe how to calculate curvature metrics
given a triangulated surface. The mean curvature for a continu-
ous surface is defined as:

Zy

H= pKN(G)dG (3)
T on 0

When this equation is equal to zero it becomes the Euler-
Lagrange surface area minimisation function [17]. Meyer then
expresses the mean and Gaussian curvature functions as limits of
surface areas. Mean curvature uses the area around point p and
Gaussian curvature uses the spherical image around p.

oHn= lim YA
diam(A)! 0 A

“
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K= 1 —
diam%AIP)! 0o A

®)

Since the surfaces being evaluated are triangulated then a fi-
nite element/volume approach is used to calculate surface areas
around the point p being evaluated. A mean position within each
triangle that has vertices connecting to p is used as the finite ele-
ment. The finite volume is represented by the area bound by the
mean positions and points on the triangle edges.

Meyer derived the following functions for calculating curva-
ture properties of a point. The two angles o;; and [3;; are opposite
either side of a line x;Xx; where x; is the point being evaluated for
mean curvature normal.

1 ) )
A a j € M) (coroyj + cotBij)(xi—x;)  (6)
Mixed

K(x;) =

The Gaussian function finds the difference between 27 and

the sum of the angles for each face around the 1-ring neighbour-
hood of x;.

#f
KG(XI') = (27[7 a 9])/AM1XCd @)
=1

The areas used in these functions are calculated for a 1-ring
neighbourhood using the Voroni regions of each triangle. If an
angle is obtuse then for that triangle the Barycentre is used in-
stead [17].

Other curvature metrics can be derives from principal, Gaus-
sian and mean curvatures. Koenderink uses principal curvature
to derive two metrics. Curvedness C and the shape index S [4].

q_

C= (K+£k3)/2 8)
2 kit k

S= f%arctan ki — kz ©))

Curvedness describes the size of the patch and is able to deal
with non-planar surfaces, to spheres and up to points of singular-
ity. The shape index is able to map every shape, apart from the
plane, onto a unit circle. Along the shape index scale the descrip-
tor goes from concave to anticlastic to convex [4].

Technique

A Self-organizing map is constructed to classify vertices.
Each neuron is connected to its neighbour using the rectangu-
lar connectivity model shown in figure 1. In order to evaluate
this technique the SOM is tested with a variety of dimensions,
features and training shapes. A SOM maps from n-dimensional
space to 2 dimensions but for the purposes of this investigation
the number of curvature metrics for each experiment is limited
to two.

The shapes were generated using functions processed by the
GNU Triangulated Surfaces Library (GTS) [18]. The curvature
metrics were calculated using a combination of the techniques
described by Meyer et.al. [17] implemented in GTS and further
metrics calculated. The metrics are normalised using a néive
scaling from O to 1. This ensures even weighting across all pa-
rameters. It is expected that the SOM will then be able to find
the relationships between values as it is trained.

The neuron weight values were linearly initialised across the
x and y dimensions of the SOM using Algorithm 1.

Algorithm 1 Linear Initialisation Algorithm
x < Map X size
y < Map Y size
n < Number of features
M Weights for each neuron
fori= 0toxdo
for j= 0toydo
for k= O0tondo
for w=0tondo
if w is even then

weights[w] = i %
else
weights[w] = j*1
endif
endfor
endfor
endfor

endfor

Training the SOM requires that a set of shapes and curva-
ture metrics be chosen. Combinations of shapes and curvature
metrics were used to determine what training parameters worked
best. The shapes used were a plane, sphere, cone and parabolic
cone. These shapes represent differnet conic sections within a
compact set of shapes. The curvature metrics were Gaussian,
mean, curvedness and the shape index.

The curvature metrics were chosen as they are well under-
stood and there has been much research into making their cal-
culations robust for piecewise linear surfaces [17]. The relation-
ships between some of the metrics as detailed in tables 1 and 2
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Figure 2. Shapes used in different combinations to train the SOM

have been examined before by Bhandarkar et.al. [2], but not in a
single layered SOM. A single layered SOM requires less compu-
tation and memory to perform the segmentation operation.

The shapes chosen to train the SOM were representative of
common primitives that represented the extremes of what the cur-
vature metrics could represent. Planes and spheres represent one
set of extreme curvatures. The parabolic cone represents vary-
ing curvedness and cylinders of different radii as the cone is tra-
versed. The cone representing a point of singularity and its sides
representing a common CAD primitive.

The SOM is trained in two phases. Both phases operate in a
similar fashion. For each feature vector the best matching unit,
BMU, is selected. The BMU is determined by finding the small-
est Eucludian distance between the vectors feature’s and neurons
in the SOM. The BMU weights, and its neighbours, are altered
to more closely match the features of the feature vector. The
affect of the feature vector on the BMU and surrounding neu-
rons weights are determined by two factors, the neighbourhood
size and learning rate. The neighbourhood size determines which
neurons are affected by the weight update. The learning rate is
determined by how much the neighbouring neurons are altered.
The coarse learning phase has a strong effect on the neighbouring
neurons, the fine phase has a lesser affect.

The trained SOM is then used to classify the object in fig-
ure 8. This test object is first processed to calculate the chosen
curvature metrics. Then each vertex of the object is classified
using the SOM. Every vertex is labelled with its BMU and quan-
tisation error Q.

A median filter is then applied to the BMU labels of each
vertex and its 1-ring neighbourhood. Patches are generated by
building and merging lists of connected vertices with the same
BMU.

In order to determine what set of parameters produced a rea-
sonable segmentation the following criteria was used:

Low level of visual noise
Well defined surface patches by visual inspection

Close approximation of original model’s CAD primitives
Ability to discern between connected regions of different
curvature

To further assist in the evaluation of the quality of the re-
sult both a graph of connected components and a U-Matrix are
used to evaluate the clustering ability of the SOM. The graph of
connected components will use region growing to connect ver-
tices on the triangulated surface that share the same BMU. The
U-Matrix is used to visualise the distance of connected neuron in
the SOM expressed as the Euclidean distance of their weights.

A low mean Q error for the classification phase is not al-
ways an indicator of segmentation quality. The best combination
of parameters, training data and curvatre metrics ranked in the
50th percentile for Q error. For this reason the Q error was not
considered a factor in evaluating the effectiveness of a classifica-
tion scheme.

Results

Geomview [19] was used to visually inspect the models af-
ter being shaded with colours to represent each neuron on the
SOM. Noise was readily visible as a similar colour indicated a
proximity on the SOM between each vertices BMU.

The choice of shapes used to train the model affected how
sensitive the model was to similar inputs. When the plane and
sphere were used together the results were very poor regardless
of the features used. But if the plane was used in conjunction
with the cone the results in comparison were much better.

Table 3. Group of the best 4 Segmentation Results

SOMDimension | Trainingset | Metricsused
5x5 P KH
15x 15 P,S,PC KH
5x5 PC,S KH
15x 15 PC,P KH

Using the visual inspection criteria for well determining
what object is well segemented the best 4 results were selected.
The results are summarised in table 3. The letters used in the
table are defined as: P for plane, S for sphere, C for Cone, PC for
parabolic cone, H for mean curvature, K for Gaussian curvature,
C for Curvedness and S for shape index.

The U-matrix in figure 3 is used to determine weight dis-
tance across the SOM. Darker regions on the U-matrix illustrate
borders between clusters of similar neuron weights. The neurons
are represented by the dots. Regions that are constantly white or
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Figure 3. The U-Matrix of a SOM

Figure 5. Classi cation of a plane used to train the SOM in gure 3.

pale are considered clusters. The U-Matrix shows three distinc-
tive clusters. The dark border around the upper left hand corner
has very different weights compared to its immediate neighbours.
The lower left hand corner region also denotes a cluster, but these
neurons are not as close to each other in terms of their weights
compared to the region in the upper right hand corner. Regions
like the lower right hand corner white region indicate large clus-
ters of neuron weights with similar values.

Colours on the classified object shows how close neurons are
on the SOM topographically. The coordinate system used in the
colour mapping grid in figure 4 is the same as the U-Matrix. This
figure is used as a reference to match colours mapped onto the
vertices of an object being classified and the vertices BMU on the
SOM. A vertex with a similar colour does not necasarily share
similar neuron weights of another vertex tagged with a similar
colour.

The planar region in figure 5 is classified using the SOM

Figure 6. Classi cation of a sphere used to train the SOM in gure 3.

Figure 7. Classi cation of a parabolic cone used to train the SOM in
gure 3.

described by the U-Matrix in figure 3. Using the colour table in
figure 4 any planar regions on an object classified by the same
SOM will be mapped to the same region with the same colour as
the plane. In this case planar regions will be mapped to the upper
right hand corner of the SOM.

In the same way as the colour of the plane in figure 5 is ex-
plained, the sphere in figure 6 maps to the lower left hand cluster
of the U-matrix in figure 3. The centre of the sphere in this paper
represents the unshaded colour, the outer regions are darker due
to the rendering of the object.

The parabolic cone in figure 7 represents both regions close
to planar and spherical. Its pattern represents both its curvature
tending towards the the peak of the parabola and artefacts from
the triangulation process that generated the object. The lighting
effect on the parabola is not as pronounced as the sphere in fig-
ure 6. The blue on the parabola is darker than the blue shown on
the sphere.

The object being segmented in figure 8§ is a triangulated
mesh of a cross member that was designed in a CAD package. It
consists of both planar and curved regions. The curved regions
it represents are both concave and convex in one and two direc-
tions.

After training the SOM with the objects in figures 5,6 and
7 each vertex of the model is marked with the colour assigned
to BMU of that vertex. The result of the classification using this
SOM is shown in figure 9. The colours that are classified as pla-
nar on the object in figure 9 share the same colour as the training
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Figure 8. Object being segmented

object that was also classified using the same SOM in figure 5.
Regions that are curved in both directions are coloured with a
lighter blue similar to the colour of the sphere in figure 6 and re-
gions with curvature in one direction are closer to the darker blue
represented on the parabola in figure 7 it can be seen that cross
member has been reasonably segmented into the correct surface
classificatins using the som.

Just training on the parabolic cone and sphere produced
good results on a 5 x 5 SOM. These results were not as good as
the 15 x 15 SOM in figure 3. The U-Matrix in figure 10 displays
two distinct clusters on the lower left and right hand corners. The
dark band that separates the regions shows there is a significant
difference between the neuron weights of the clusters. The rest
of the U-Matrix consists of neurons with weights dissimilar to
their neighbours.

The parabola predominately maps to two regions on the
SOM represented by the U-Matrix in figure 10. In a similar way
to the parabolic cone in figure 7 this shape maps to regions that

Figure 9. A 15 x 15 SOM Trained with a plane, sphere and parabolic
cone using K and H

Figure 10. The U-Matrix of the SOM used to classify gure 14.

Figure 11. The SOM BMU colour mapping scheme for all 5 X 5 SOMs
discussed in this paper.

are curved in one direction, or gently curved in both.

The sphere in figure 13 maps to the SOM in the same way
to the sphere in figure 6. It is classified using one neuron that
represents similar curvature in two directions.

The object in figure 14 is coloured using the SOM in fig-
ure 10. The SOM is able to discriminate between gently curved
and sharply curved surfaces and planar regions. Sections on the
object that curve in both directions are represented by neurons
not directly trained by the objects shown in figures 12 and 13 but
neurons on the center of the upper section of the SOM.

The U-Matrix in figure 10 and the colour table in figure 11
shows that both the parabolic cone’s yellow regions and the
sphere map to the same cluster. The parabolic cone’s darker
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Figure 12. Classication of a parabolic cone used to train the SOM in
gure 10.

Figure 13. Classi cation of a sphere used to train the SOM in gure 10.

Figure 14. A 5 X 5 SOM trained with parabolic cone and sphere using
K and H

regions are represented on the SOM in a single neuron that is
topologically close to the yellow cluster on the SOM, but not in
terms of its weight values.

Another method of segmenting a freeform surface is to use
the shape being segmented as the training data for the SOM. If
this gives good results then it implies that training on generated
shapes may not be required. This is an advantage when dealing
with freeform surfaces. Figure 15 shows the resultant SOM from
training it with the test object. Almost every feature of the object
in terms of curvature is shown to have its own distinct colour. The
U-Matrix has two large clusters that represent planar regions on

Figure 15. The U-Matrix of the SOM used to classify gure 16.

the lower left corner and curved sections on the upper right clus-
ter. Curved regions that change curvature across the region are
represented by distinct colours. There is some noise in the planar
regions, which could be resolved by using a separate function for
detecting planes.

Figure 16. A5 X 5 SOM trained with the test object in gure 8 using S,
Kand H.

Conclusions and Discussion

A single Self-Organizing map has been successfully used to
represent a variety of surface types. The segmentation of the test
object has been completed with a low level of visible noise. The
SOM was able to discern between varying levels of curvature
and planar regions with well defined boundaries. The choice of
curvature metrics and training shapes determine how well the
SOM can discern between different shape types.
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Further investigation into normalisation techniques for the
curvature metrics to take into account the significance of signs
and magnitude. The median filter could be replaced with another
technique to assist the connected components algorithm in noisy
sections.

The most consistent metric combination, regardless of the
training shapes used, was K and H together. They were able
to discern between curved and planar sections with a relatively
low level of visible noise. The metrics performance for curved
sections depended upon what training data was used. When all of
the training shapes were combined the best result was achieved.

The SOM was trained on the object being segmented using
K, H and S. The SOM produced clear clusters for planar and
curved sections, it was also able to differentiate between vary-
ing degrees of curvature. There were some artefacts in planar
regions. There are simple ways to detect planar regions so this is
not considered to be a problem.

Once the appropriate shapes and curvature metrics were de-
termined the process was completely automatic and did not re-
quire any user intervention. The SOM was able to cleanly seg-
ment the object into planar and curved sections and could further
differentiate between degrees of curvature.
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