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Abstract

In this paper we presert a multiple window incremental learning algorithm that distin-
guishes between virtual concept drift and real concept drift. The algorithm is unsupervised
and usesa novel approach to tracking concept drift that involvesthe useof competing windows
to interpret the data. Unlik e previous methods which use a single window to determine the
drift in the data, our algorithm usesthree windows of di eren t sizesto estimate the changein
the data. The advantage of this approach is that it allows the system to progressiwely adapt
and predict the change thus enabling it to deal more e ectiv ely with dierent types of drift.
We give a detailed description of the algorithm and presert the results obtained from its appli-
cation to two real world problems: computing the background image and sound recognition.
We also compare its performance with FLORA, an existing concept drift tracking algorithm.

1 Intro duction

Researt in machine learning has been mainly focusedon single step non-incremertal learning.
The generalprocedureis as follows: all the training examplesare preserted to the systemat the
beginning of the learning processand the system dewelops, from the input data, descriptions for
the conceptspresernt in the training set. This type of learning hasbeenprovento producee ectiv e,
e cien t and good conceptdescriptions from a given set of examples(ID3 [9], C4.5[10]). However,
this type of systemis limited sinceit doesnot have the ability to modify conceptdescriptionsthat
are contradicted by new examples,and sudh systemsmust rebuild the conceptcompletely in order
to accommalate new facts.

Incremental learning does not have this limitation as it allows the concept descriptions to
be modied to re ect new learning everts. For this reasonincremertal learning is also more
suited to real-world situations. Human learning is incremertal. A human being develops concept
descriptions basedon the facts available at a given time instance and incrementally updatesthose
descriptions as new facts becomeavailable. There are essetially two reasonswhy human beings
learn incremertally: the facts are generally received in the form of a sequettial o w of information
and humans have limited memory and processingpower (humans do not store everything they are
exposedto, but rather only what they perceive as the most signi cant facts and generalizations)
[11].

One of the problems assaiated with incremertal learning is conceptdrift. Conceptdrift repre-
serts the changein a conceptthat is tracked over time. The drift is generally triggered by changes
in the concept's context.

In this paper we presen a multiple window method that usesan estimate of the rate of change
in the target conceptto addressthe problem of concept drift. The major advantage of this ap-
proach is that it allows the systemto progressiely adapt to the changethus enabling it to deal
more e ectiv ely with di erent typesof drift. The motivation in using multiple windows is to de-
termine the changein the data at di erent levelsof resolution. Then, basedon the persistenceand
consistencyof the change,one of the levels of resolution is consideredto be the \b est" interpreta-
tion of the data. This multiple-resolution interpretation of the data coupled with the persistence
of changeallows the algorithm to distinguish betweenvirtual concept drift, noise, real concept drift
and more complex forms of drift sudh as merging concepts or crossing concepts



The system was designedto work in an on-line scenario. The system analysesa sequettial
stream of examplesand it usesthese examplesto generate concept descriptions and to estimate
the rate of changein the concepts. The rate of change extracted from the data is usedto predict
future changesin the conceptsand to enable accurate concept drift tracking. Both the concepts
and the data obsened are assumedto be ordered collections of attributes.

We demonstrate and evaluate the performance of the multiple-window approad by comparing
it with the well known system FLORA and by applying it in real world situations.

The paper is organized as follows: Section 2 briey describes concept drift while Section 3
discussesrelated work. Sections 4 covers the de nitions of dierent types of concept drift and
describesthe problemsassaiated with the single window approad to track conceptdrift. Section
5 preserts the multiple window algorithm that tracks conceptdrift, while in Section6, we compare
our systemwith the FLORA system[14]. In Section 7, we discusshow the method works with
data involving conceptdrift. A discussionof the conditions in which the algorithm will fail is given
in Section 8. The conclusionsare coveredin Section 9.

2 Concept Drift

In many real-world domains, the context in which some concepts of interest depend may change,
resulting in more or lessabrupt and radical changesin the de nition of the target concept [14, 16].
The changein the target concept is known as concept drift .

For example, considerthe caseof summerweather conditions for di erent parts of the globe. If
one examinesthe conditions at the Equator, one can identify climate conditions which are speci ¢
to the region. For example, an average temperature of 28 degrees,high humidity and so on.
Therefore, it is possibleto build a concept about the climate at the Equator. However, as one
examinesthe changein climate conditions from the Equator asonetravelsto the North Pole, one
canobsenethat the conditions change. The averagetemperature drops, the humidity changesand
consequetly the conceptbuilt basedon the conditions encourtered at the Equator are no longer
valid. The conceptneedsto be changedin order to re ect the new conditions.

3 Related Work

The notion of conceptdrift hasreceived someattention in the literature on computational learning
theory in recert yearsand se\eral systemswere developed to addressthe problem of conceptdrift.
The researd done in the concept eld has many applications ranging from network monitoring
and balancing [19] to data mining [2].

The work of Helmbold and Long [5] investigated the problem of tracking a target conceptthat
changesover time and covers the various conditions under which it is possibleto track concept
drift. The authors describe two algorithms to track concept drift which work by using only the
most recert examplesobsened to make their predictions about the target concept. This involves
either minimizing or approximately minimizing the number of disagreemets with the most recert
examplesand then using the resulting hypothesisto determine the possiblelabel of the next point.
The algorithms are robust as it is not necessaryto have prior knowledge of the change in the
target concept. However, in order to achieve better accuracy the algorithm needsto have an
implicit assumption about the upper bound of the conceptrate of change.

There are seweral systemsthat have been deweloped to deal with concept drift. METAL(B)
[17, 15] usesan approach basedon interpreting corntextual cluesto explain the drift in the data. A
more recernt system, CD3 [1], is basedon a time stamp attribute approach. A dierent approac
to dealing with conceptdrift was usedin the systemsAQ-PM [8] and SPLICE [3].

3.1 AQ-PM

A partial memory system, AQ-PM is described by Maloof in [8]. The systemanalysesthe training
instancesand selectsonly \extr eme examples" which it deemsto lie at the extremeties of concept
descriptions. The advantage of this approac is that it does not rely on a xed time window
and this enablesto store important training information that may not reoccur in the data. The
learning processalso involves a forgetting mechanism that usesthat can be either explicit or



implicit. Explicit forgetting takesplaceswhen the instancessatisfy someuser speci ed conditions
(such asthe instance being older than a user de ned threshold). Implicit forgetting occurs when
the systemdeterminesthat someinstanceis no longer relevant asit doesnot enforceany concept
description boundary.

3.2 SPLICE

SPLICE [3, 4] is an o -line meta-learning system that usescontextual clustering to deal with
concept drift that occurs as a result of hidden changesin contexts. The system obsenes an
ordered sequetial stream of instancesfrom which it learns a set of conceptsand eat conceptis
assaiated with a di erent corntext. The learning processassumesthat some consistency exists
in the data and the system groups together sequence®f instancesinto intervals if the instances
appearto belongto the sameconcept. The next stagein the processingis the contextual clustering
and it involvesthe further grouping of similar intervals of data basedon a similarity measure. In
the nal stage, SPLICE usesthe contextual clustersto induce a set of stable conceptsfrom the
data.

The most widely used method to deal with concept drift has been the used of the moving
window approadch. Two of the best known systemsthat usethis approac are FLORA [19, 18] and
STAGGER [13].

3.3 FLORA

The researt done by Gerhard Widmer [6, 19, 18, 20, 7] on FLORA is of particular relevance
to the work described in this paper. FLORA is a supervised incremertal learning system that
takes as input a stream of positive and negative example of a target concept that changesover
time. The original FLORA algorithm usesa xed moving window approac to processthe data.
The conceptde nitions are stored into three description sets: ADES (description basedon positive
examples),NDES (descriptions basedon negative examples)and PDES (conceptdescriptionsbased
on both positive and negative examples). The system usesthe examplespresen in the moving to
incremertally update the knowledge about the concepts. The update of the conceptdescriptions
involvestwo processesa learning process(adjust conceptdescription basedon the new data) and
a forgetting process(discard data may be out of date).

FLORA2 was introduced to addresssome of the problems assaiated with FLORA sucd as
the xed window size. FLORA2 has a heuristic routine to dynamically adjust its window size
and usesa better generalizationtechnique to integrate the knowledgeextracted from the examples
obsened. The algorithm was further improved to allow previously extracted knowledgeto help
deal with recurring concepts(FLORA3) and to allow it to handle noisy data (FLORA4).

3.4 STAGGER

STAGGER | The main idea behind STAGGER's learning method is a concept represertation
which usessymbolic characterizations that have a su ciency and a necessiy weight assaiated
with them. As the system processeshe data instances, it either adjusts the weights assaiated
with the characterizations or it creates new ones. The concept description in STAGGER is a
collection of elemens, where ead individual elemert is a Boolean function of attribute-v alued
pairs that is represeried by a disjunct of conjuncts. A typical example of a concept description
covering either greenrectanglesor red triangles can be represenied by (shape rectangle and colour
green) or (shape triangles and colour red) [13, 12].

For eadh instanceprocessedSTAGGER computesan expectation valuethat represerts the odds
that the instanceis positive. The computation is done using a holistic approach that combinesthe
prior odds of positive instances,the su ciency weight valuesof all the matched characterizations
and the necessiy weight values of all the unmatched characterizations.

In addition to represering conceptsin a distributed manner and using Bayesian measuresto
compute an expectation value, STAGGER incremertally modi es both the weights assaiated with
individual characterizations and the structure of the characterizations themseles. Thesetwo latter
abilities allow STAGGER to adapt its conceptdescription to better re ect the concept[12].



STAGGER attempts to deal with the problem of virtual conceptdrift by having an in-built
reluctance to modify existing concepts. This method works well when the concept drift is both
slow and consistert over time.

Howevwer, if the conceptdrift is fast and in an inconsistert manner then relevant information
can be lost if the conceptis updated after somein-built delay.

Both the FLORA and the STAGGER systemsuse a single window.

4 The motiv ation for multiple windo ws

Conceptdrift canbe of di erent typesdepending on the consistencyand persistanceof the change.
In this section we will de ne the typesof conceptdrift and discussthe problems assaiated with
previous single window approaciesto track concept drift.

4.1 Permanent (Real) Drift, Virtual Drift and Noise

The problem is how can one deal with the di erent typesof conceptdrift? If the learning method
is designedto react quickly to the rst signsof conceptdrift, it may be misled into over-reacting
to noise, erroneously interpreting it as concept drift. This leadsto unstable behavior and low
predictive accuracyin noisy ervironments [14]. On the other hand, an incremertal learner that is
designedprimarily to be highly robust against noiseruns the risk of not recognizingreal changesin
the target conceptsand may adjust to changing conditions very slowly, or only when the concepts
changeradically. The idealincremertal learner needsto trade stabilit y and robustnessagainstnoise
with exible and e ectiv e context tracking capabilities, but unfortunately thesetwo requiremerts
seemto opposeead other [14].

We de ne conceptdrift in terms of consistency and persistenc.

Consistency refersto the changethat occurs betweenconsecutive instancesof the target con-
cept.

Let . bethe conceptat time t wheretis O, 1, 2, 3, ..., n and let ;= (- ; 1 bethe changein
the concept from time t-1 to t.

A conceptis consistent if ¢, where . is termed the consistencythreshold

Let X be the size of the window cortaining the obsenations. A conceptis persistent if ¢ p,
topls tih ot cand p X; where p represerts the persistene of the change (the interval
length of consecutive obsenations over which the changeis consistert).

The drift is therefore consideredpermanent if it is both consistent and persistent.

Unlik e permanent drift, virtual drift is consistent but it is not persistent.

Noise has neither consistency nor persistenc.

4.2 Problems with the single windo w approac hes

One the most popular methods to track concept drift is the moving window method that usesa
single window that emulates the memory of the system. The window can contain one or more
examplesand the system usesthese examplesto update known concepts(when the examplesare
similar to existing concepts) or build new concepts(when the system nds no existing concepts
that are similar to the examplesin the window). As the window movesover the data, old examples
are removed from the window (the old examplescannot be retrieved and are essetially forgotten)
and new examplesare addedto the window.

There are three problems with the single window method. First, there is no single window
size that can deal with all the types of concept drift as smaller windows are better suited for
rapid drift while large windows are better suited for slow drift. The obvious solution is to make
the window dynamic, sothat it can adjust its sizeto better track the conceptdrift detected. If
the size of the window is dynamic, then the window can automatically reduceits sizeif the drift
detectedis rapid. By reducing the window sizethe systemsimply discardsmore examplesfrom its
memory. If the drift rate is slow, then the window can increasethe size by adding new examples
to the window without discarding any old examples. This technique is usedby the FLORA3 and
FLORA4 systems.



This approach works in many casesbut it still hastwo drawbacks. The rst drawback is that
it doesnot handle continuous change - it can only handle step-like change (seeFigure 1a). The
single dynamic window essetially determines whether a change occurs in the instancesin the
data window. If changeoccurs,it attempts to keepthe target conceptconsistert with data in the
window. Howewer, it doesnot attempt to estimate the rate of changein the data and this makes
the system unable to handle cortinuous changein the conceptas shown in Figure 1b. The gure
shows a casewhere the concept changesafter eadh example (do note that the rate of changeis
consistert). Sincethe changeis cortinuous, the systemcannot nd any sort of consistencyin the
data. This is becausethe system only makeschangesto the conceptwithout actually attempting
to determine either whether there is consistencyin the changeor the amount of changetaking place
in the concept If the single dynamic window method were to be used with cortinuous change,
the approach would fail as the concept description geneated would not converge to a form that is
consistent with the data observel.
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Figure 1: (a) Step changein a concept - the concept description change 2 times and after each
changethe conceptstays unchangedfor a number of examples;(b) Contin uous changein a concept
- the concept changesafter ead example.

The seconddrawbadk is that the single dynamic window is susceptibleto what we consider
to be virtual concept drift. The problem is that the data removed from the window cannot be
recalled for future processing.

To track concept drift accurately, one has to be able to determine when the data instances
previously obsened are no longer relevant and can be discarded. The reasonwhy it is important
to correctly identify the point beyond which the data is no longer useful is that irrelevant data
has an averaging e ect on the drift (change) detectedin the concept. An example of such a case
is shawvn in Figure 2a and 2b. The target conceptin Figure 2a drifts faster after point A in time.
The actual drift then increasesuntil point B in the data, where the drift becomesconsistert. A
xed window approach fails to accurately track the drift at point B in the data becausethe drift
is averagedover the window sizeas shown in Figure 2a (the window coversthe examplesbetween
A and C). Henceit is not possibleto accurately track the concept becausethe drift computed
for the window is larger than the true drift. All data before point B is no longer relevant and



Real drift starts at point B.
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Figure 2: The moving window approach needsto update its sizeto accurately track the changes
in the concept.

it is desirableto have a method that can changethe window sizein such a way that after point
B in time, there is minimum delay before the decisionis made to remove all instancesthat have
occurred before B. A dynamic window method will evertually identify that any instancesbeyond
B are no longer required. The problem is that of dynamically estimating the point, where data
can be forgotten (en estimate basedon the instancesobsened can result in relevant data being
removed from the window if the system estimatesthat the rate of changeis larger than what it
truly is). Such a caseis shown in Figure 2c.

If the drift in the conceptis virtual and a single dynamic window is used,the systemcan run
into the problem that it reactstoo quickly to the drift detectedat point A. The result is that when
the window is reduced,the systemis not able to determine that the drift occurring betweenpoints
A and C is virtual drift becauserelevant instanceswere discarded. Once removed, the instances
cannot be accessedand hencethis can lead to incorrect concept updates.

Finally the problem with the single dynamic moving window is that in domains where virtual
drift occursvery often, having only onehypothesisabout the data canleadto decreasediccuracyin
tracking of the data ascomparedto the casewhere se\eral hypothesesare available. The advantage
of having multiple hypothesesis that oneis not forced to make a decisionon how to interpret the
data (which is the casewhen using a single window).

Consider the example shaw in Figure 2c. If oneis to use multiple hypotheses,the problem of
the virtual drift occurring betweenpoints A and D can be easily overcome. Let us considertwo
separateinterpretations of the data. Before point A in the data, both hypotheseswill be similar as
there is no drift in the data. However, oncethe system processedhe data past point A, it detects
a possiblechangein the concept. Sincethe system has two independert ways of interpreting the
data, it can now have a hypothesis which covers the casewhere the concept drift is real while
also maintaining a hypothesisfor the casein which the drift obsened is virtual (temporary). As
more data is processed,one of the two hypotheseswill be strengthened becauseif the changeis
permanert, the hypothesis covering the real drift casewill be a better predictor/classi er for the
data obsened. Similarly, if the changeis temporary, the hypothesiscovering the no drift casewill



produce better estimates of the concept.

5 Comp eting Windo ws Algorithm

5.1 Intro duction

The main idea behind the algorithm presered in this paper is that to deal e ectiv ely with concept
drift one needsto have more than one interpretation of the data. We chooseto have three inter-
pretations using three windows termed: small, medium and large. The size of the small window is
prexed | S| anddoesnot change. The sizeof the medium window (M) can range from 2S to
a maximum of M. The sizeof the large window (L) variesfrom 2M to L. As the data comesin, it
lIs the 3 windows.

Consider the small window rst. We attempt to determine whether the new data sample is
consistert with what has beenobsened in the past. The current changein the concept ; is given
by the di erence betweentwo subsequeh instances of the concept ;. Note that this di erence
can be measuredusing any metric distancein the feature space. When the systemobsenesa new
instance, the systemrecomputesthe changein the concept|  and chedsif the changeis smaller
or equal with the consistencythreshold .. If the changeis indeed smaller, then the drift in the
conceptis consideredto be consistert. The system also cheds the persistenceof the change. If
the changeis consistent for p consecutive samplesand p X7 where X is the window size then
the changeis consideredto be persistert.

If the change obsened in the conceptis consistert for a duration of 2S, we hypothesizethat
the window's concept de nition is represenativ e of the data. The size of the medium window is
reducedto only 2S, retaining only the most recert 2S samples,discarding previous samples. The
size of the medium window then grows from 2S to M.

A similar rationale is applied in resetting the large window (L) when the middle window has
shown consistencyfor 2M samples.

It isto benoted that there aretwo levelsat which suddenchangecan betolerated lending to the
robustnessto the algorithm. Should the changepersist for lessthan S samples,the interpretation
of the small window may changeradically, but the interpretation for the medium window is still
smoothed by previous samples. Shouldthe changepersistfor 2S samplesbut lessthan 2M samples,
the large window remainstrue to the original conceptbeing tracked. Of course,should the change
persist for 2M samples,then it is regardedas a true change. The large window is then resetand
any data older than 2M will be forgotten by the system.

5.2 Preliminaries

The data obsened has the form of a sequettial stream of information and there is enough data
available at the start of processingto Il the largestsizewindow. Each data instanceis an ordered
collection of attributes along with the valuesassaiated with the attributes. A typical instanceis:

Instance 1 - fattribute 1 - valueg, fattribute 2 - valueg, fattribute 3 - valueg, ..., fattribute n
- valueg.

The conceptdescriptionsgeneratedby our algorithm are alsoan orderedcollectionsof attributes
as shawn below:

Coneaept C - fattribute 1 - valueg, fattribute 2 - valueg, fattribute 3 - valueg, ..., fattribute n
- valueg.

The data input to the system can be labeled or unlabeled. In the latter case,to label the
data, the system usesk-meansclustering method on the initial data in the large window. Other
clustering methods can also be used as an alternative. The algorithm does not start with any
prebuilt conceptde nitions. Instead, the system generatesthe initial conceptde nition for eath
window by using all the instancesstored in the window at the rst processingstep.

5.3 Algorithm

Overall the method we presert in this paper essetially attempts to estimate the changeoccurring
in the data basedon previously obseneddata points. If the changeis estimated accurately then the
systemis able to accurately predict the next data point. Howeer, if the changeif not determined



Initialization:
/* Label Data */
For each example/instance observed
For all existing concept de nitions
Compute similarity score
If similarity score similarity threshold then
Instance label = Concept Label
1°(w) = jwj, c¢(w) = something, p(w) = 1
Begin
For eadh time t:
For each window w 2 fS;M;Lg:
Increasejwj++ if not already at maximum size
Compute the change (w)
[* Update the persistencevalue for the window */
If j t(w)j> ¢ then
Reset the persistencefor the window p(w) = 1
Update consistert change ¢(w) = (w)
Else
[* Increment persistencevalue for the window */
p(w)++
[* Resetting larger window */
If p(w) = 2jwj then
Set the next larger window sizeto 2jwj
[* Compute estimated concept */
If w is resetthen
Recompute x:(w) and (w)
Set concept (W) = x¢(w)
Else
Set concept (W) = ¢ 1(W)+ c(w)
/* Return the concept from best window */
Best window w = arg maxw (w)
Return (w )
End

Figure 3: The main algorithm

accurately then the system needsto adjust its estimate. To deal with di erent typesof drift we
usethree di erent window sizes. A small window is usedto deal with very fast changing concepts,
a middle sizedwindow to handle slower changing conceptsand a large window to deal with very
slow moving concepts.

The processingis done as follows. The data obsened is a sequetial stream of information.
Howewver, the data obsened may be similar to more than one of the existing concepts. Choosing
the best matching conceptin situations that involve noisy data can lead to problems. The reason
for this is that becauseof the noisein the data, the correct concept may not match the data as
well as other existing concepts. If the wrong conceptis updated then tracking the drift becomes
very di cult. To addressthe problem of noise, we allow for one exampleto match more than one
concept.

Once the data is labeled, the system allocatesthree windows to eat concept. Initially , after
the averageof the data vectorsin the window has beencomputed, the number of obsenations over
which the changeis consistent is setto 1. The systemupdates the window (size S or M) concept
at eath step t using the formula x,(w) = 1/jwj 1™ *x, ; (assumingthat the data obsered is
numeric). This concept is then usedto compute the changein the window. This is done by
subtracting the conceptvalue in the window at time t-1 from the conceptvalue in the window at
time t. The current changeis then comparedwith the consistencythreshold. If the current change
in the window is smaller or equal to the consistencythreshold ., then the persistencevalue for



the window p, is incremerted by one. If the rate of changeis greater the consistencythreshold ,
then the persistencevalue for the window is resetto 1.

If the changein the small window is persistert for more than 2S obsenations, then enough
consistency has been found in the small window and the medium window is reset. When the
medium window is reset, its sizeis reducedfrom M to 2S. Similarly if the persistencevalue for the
medium window is greater than 2M then the large window is resetto 2M.

Thus, at any time, a conceptwill have a description in ead of the 3 windows, and a degreeof
persistancefor the conceptin that window. The bestconceptde tion is given by the description of
the largest sizedwindow that haslongestconsistency When a new samplecomesin, the changefor
ead conceptis computed as the di erence betweenits attribute valuesand the concept attribute
values.

The algorithm can handle more than one concept and it can add concept de nitions to its
concept basewhen necessary

5.4 User Set Parameters: Windo w Size

One of the parametersthat needsto be speci ed in the algorithm is the window size. The window
size can be either set by the user (supervised case)or can be estimated using a existing subset
of the training data (unsupervised case). To determine the size of the small window we have
conducted a seriesof experiments. We assumedthat the data has a Gaussiandistribution with

a mean value of 0 and standard deviation of 1. The window size is varied from 1 to 200. 900
data points were generatedwith the characteristic that after ead 200 points, the mean of the
distribution wasincreasedby a value of 6.0. The noisein the data was generatedby increasingthe
standard deviation of the distribution. Once enoughdata was generatedto Il in the window size,
the data in the window was averagedthus generating a mean value. This mean value was usedto

test the classi cation accuracy of the window.

The testing stageinvolved generatingdata points with the samedistribution asthe original data
and for ead training sample, 10 test samplesare generated. The test data points were classi ed
by comparing them with the mean value computed for the window. If the test data points were
within a set threshold of the mean, then the data point was consideredto be classi ed correctly.
Otherwise, the data point was consideredto be misclassi ed. The averagedresults for 100 runs of
the experiment for data cortaining 10%, 20%, 30% and 40% noise are shown in Figure 4.

The results show an optimal window size for ead noiselevel, and this sizeincreaseswith the
noiselevel. This method is usedto determine the small window sizefor the real world data.

The user also has to set the middle window size. This window corntrols the way in which the
algorithm interprets the drift obsened in the data and the larger the size of the middle window,
the longer the delay in accepting the drift obsened as permanert. Typically, the middle window
is setto at twice the small window.

6 Comp eting Windo ws Algorithm (CW A) vs FLORA

To demonstrate the advantagesof our algorithms over existing conceptdrift tracking algorithms,
we have attempted to comparethe performance of our algorithm with the FLORA4 system [14].
The reasonfor selecting FLORA is that it addressthe same problems as our algorithm and it
usesthe most popular form of tracking drift with a single dynamic window. For the comparison,
we have run a seriesof experiments that are very similar to those described in [15. The only
di erences are that a step in the experiment consisted of 70 instancesrather the 40 as used by
Widmer, and that the system had a concept de nition available at the start of the experimert.
Throughout the experimerts, the initial size of the window used by FLORA was 20, while CWA
usedtwo windows: a small window of size15 and a medium window of size35. Throughout this set
of experimerts the performanceof our systemis denoted by the medium window (medium average
in the Figures describing the results of the experimerts).
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Figure 4: Misclassi cation rate of the data containing 10%, 20%, 30% and 40% noise.

6.1 Experiments with Noise

First, we comparethe performanceof CWA and FLORA at dealing with noisy data. Two experi-
merts weredone. In both experimerts, the data wasdivided into three stages. The data contained
noisein the secondstage (instances 70 to 140) while the other stagesone (instances0 to 70) and
three (instances 140 to 210) were noise free. Both CWA and FLORA started with the de ni-
tion of the target concept already available in the memory. The target concepthas two symbolic
attributes: size| small and colour | blue The sequenceof training exampleswas generated
according to the target concept and just as specied in [19], after eadh example was processed,
the classi cation accuracy of the systemswas computed using a separateindependert test set of
100instanceswhich were generatedrandomly. The target conceptsremains unchangedin the two
experiments. The noisein the data was generatedby randomly assigningthe label of the instance
generated. The noisein the data was simulated as follows: when the noise level was set at x%
then x% of the instancesgeneratedwould be assignedan incorrect label (for example, if x was set
to 20%, out of 100 instancesgenerated, 80 instanceswould have the values of the target concept,
while the remaining 20 instanceswould have di erent values,but all 100instanceswould sharethe
samelabel). Finally, the target conceptspannedat least three instances(to allow the systemsto
generalizewhen necessary),and the results preseried below were averagedover 10 runs.

The rst experiment involved generating data that contained 20% noisein the secondstage of
experiment. Figure 5 show the results for the windows used by CWA and for the single dynamic
window used by FLORA. The results show that the medium window has the best performance
overall - no errors were made by this window. The reasonwhy the middle window classi ed the
test data with such accuracyis that it was never resetby the small window. The medium window
started with a noise free concept de nition (same applied to the small window and the FLORA
system), and throughout the experimert, the consistencyof the data allowed it to be unchanged.
The small window also found consistencyin the data but it never had enough evidenceto reset
the medium window (the medium window consistency interval was throughout the experiment
longer than that of the small window). The number of errors produced by the small window and
by FLORA is extremely small. The errors occur in the secondstage of the experiment which
indicates that while the noise had a minor e ect on both systems,it can a ect the classi cation
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accuracy if the noise level is increased. This was con rmed by the results from the subsequeh
experiment. In the secondexperiment we changethe level of noiseto 40%. The results are shavn
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Figure 5: Classi cation accuracy of data with 20% noise.
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Figure 6: Classi cation accuracy of data with 40% noise.

in Figure 6. As expected, the accuracy of the small window and that of the FLORA systemwas
a ected signi cantly. Overall, the classi cation performanceis still excellert consideringthe level
of noisein the data, but the noisedoeshave an impact. The medium window producesvery little
errors and this again due to the fact the de nition wasleft unchanged (was not resetby the small
window). When comparing the performanceof the small window with that of FLORA, it is di cult
to say which method o ers the best accuracy becausethe results are very close. However, this
demonstratesthe small window can handle the caseof the noisein the data with similar accuracy
to FLORA.

Overall, CWA had better accuracywhen dealing with noisy data and this shows the bene t of
having multiple windows: it o ers an alternativ e interpretation which can remain una ected by
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the noisein the data. Hence,the accuracyis improved especially if the level of noiseis high, as
shown by the secondexperimert.

6.2 Experiments with Virtual Drift and Noise

In the secondset of experimernts, we comparedthe performanceof CWA with FLORA whendealing
with virtual drift and noise. In all three experimernts, the data was divided into three stages. The
virtual drift waspresert at the beginning of stagesone, two and three and at the end of stagethree.
The virtual drift was simulated by generating a small set of instanceswhich spanneda di erent
concept from the target concept. The target concept was unchanged in the three experimernts.
The noisein the data was generatedas described in the previous subsectionand the target concept
spannedat least three instances(to allows the systemsto generalizewhen necessary).The testing
was done in similar fashion to the previous experiment and all the results preseried belov were
averagedover 10 runs.

The rst experiment involved data free of noise. Figure 7 shaw the classi cation results of the
medium and small windows used by CWA as well as the results obtained from FLORA. Figures
8 and 9 shaw the classi cation results when the data contained 20% and 40% noise respectively.
In all three experiments, the middle window used by CWA has the best accuracy This is due
to the fact that the de nition is never changedto presen the brief but consistert changesin the
data. Both the small window and FLORA attempt to track the changesin the data and this leads
to unnecessarychangesto the target concept. As a result, both have major drops in accuracy
whene\er the virtual changein the conceptoccurs. When comparing the performanceof the small
window and that of FLORA, it can be assertedthat once the concept has stabilized, the small
window has a marginally better classi cation performance. We believe that the reasonfor the
slightly better performance given by the small window used by CWA is that by computing the
di erence between subsequeh descriptions of the target concept helps the systemto deal more
accurately with the noisein the data. CWA was able to generally derive a core description of
the concept and as more data was obsened, it was able to distinguish between noise and valid
instanceswith greater precision.

6.3 Experiments with Concept Drift and Noise

In the third setof experiments, we comparedthe performanceof CWA with FLORA when dealing
with true conceptdrift. Again, eat experiment was divided into three stages. However, this time
we usedthe sequenceof conceptsusedby Widmer in the FLORA paper [14]. Hence,we attempted
to track three target concepts(two attributes): (a) size- small, colour - red, (b) shape - circular,
colour - greenand (c) size- medium or large. The target concept changed from one de nition
to the next at the end of ead stage (or 70 instances). The noise was generatedas indicated in
subsection6.1. The testing data was also generatedas described in subsection6.1.

In the rst experiment, we useddata without noise. The results are shown in Figure 10. Over
the rst stage of the experiment, the best classi cation is given by middle window. The small
window and FLORA also have very good accuracy (consisterily over 95%). However, when the
rst changein the target concept takes place, the middle window's accuracy drops to 0. This
becausethe window still maintains the old interpretation of the data which coveredthe rst target
concept (small - red). The consistencyinterval of the middle window is also reducedto O as it
cannot predict the next instance with any accuracy The small window's accuracy also drops
but only by a very small amount and after 10 instancesit has started to accurately estimate the
changein the concept. As a result the persistencevalue for the small window increaseswith every
instance obsened until around instance 105, where the persistencevalue is high enough (greater
than 2S obsenations) to justify reseting the medium window. After the medium window is reset,
its accuracyjumps from 0 to over 90% asits newly computed de nition is consistert with the data
obsened. The persistancevalue of the medium window also increasesas the window is now able
to correctly estimate the changein the data. When the secondconcept changetakesplace (around
instance 140), the middle window's accuracyagain dropsto zero. The small window quickly adapts
to the changeand it again resetsthe middle window (around instance 175). From instance 176,
the middle window producesthe best classi cation results.
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FLORA has a performance very similar to that of the small window. When compared with
the small window, it seemsthat while it is slower to adjust to the changesin the data, oncethe
concept has stabilized, it appearsto have the classi cation accuracy of the small window.

The secondexperiment involved data that corntained 20% noise. Figure 11 shows the classi -
cation results. The main di erence betweentheseresults and the results obtained with the data
without noise, is that the middle window o ers a good classi cation accuracy only over the rst
stage of the experiment and the latter part of the secondstage. In the last stage, the medium
window fails to accurately classify the data. The reasonfor this is that over the last stage, the
small window generally doesnot nd enoughconsistencyin the data to resetthe middle window.
We believe that this is also due to the fact that for the last conceptit is more di cult to generate
an accurate description while dealing with noise. Both the small window and FLORA seemto be
able to adjust to changesin the target conceptwith the small window generally having a better
accuracy over the last stage of the experimert.

In the third experiment, the level of noisein the data was setto 40%. In this casethe small
window doesnot nd enough consistencyin the data throughout the experiment, and hence, it
fails to resetthe middle window. Hence,the middle window classi es the instanceswith accuracy
only over the rst stage of the experiment. Over the last stages,the small window seemsto be
marginally faster at adapting to the changesin the conceptthan FLORA and oncethe concept
has stabilized it producesa more accurate classi cation.

6.4 Discussion

The algorithm preseried in this paper hastwo major advantagesover other existing concept drift
tracking systemssud as FLORA. First, it can handle cortinuous changein the target concept.
This is becauseour approach computes the actual change and as a result it predicts the most
likely form of the concept at the next time instance. A system such as FLORA dependson the
classi cation rate of the currently seeninstanceto determine if a changeoccursin the conceptand
it attempts to update the concept description to be consistert with the data obsened. However,
if the changeis contin uous, this approadc no longer works. Becausethe conceptundergoeschange
at ead instance, a systemlike FLORA would be in the best casemaintaining/up dating a concept
de nition that is consisterily out of date. In the worst case,if the changeis very signi cant, FLORA
would be creating a new concept de nition for ead instance obsened. The secondadvantage is
that it can handle casesof the type of virtual drift described in section 4.1. The nature of such
drift would generally result in methods using a single window to make unnecessarychangesto the
conceptdescription. Our method doesnot have this problem asit hasmultiple interpretations and
henceit distinguish betweenreal and virtual drift.

The results show that CWA generally performs signi cantly better in casesinvolving noise
and virtual drift when comparedwith FLORA. In the experiment wherevirtual drift was preser,
CWA wasableto correctly classifythe data becauseof its multiple concurrert interpretations. This
allowedit to both considerthe casewherethe drift wasreal and virtual and determine the correct
interpretation asthe data becameavailable,. FLORA on the other hand, attempted to track the
changesin the data (as it wasindeed designedto do) but becauseof the unique interpretation, it
updates the conceptde nition.

In the last set of experiments where the concept drift was real, CWA performed better where
the noiselevel in the data is below or equalto 20%. In the casewhere the noise level was set to
40%, CWA performs only slightly better. There are two reasonswhy the performancedi erence is
small in the last experiment. First, the algorithm usesa smaller window than FLORA (maximum
sizewas 15) which impacts on its ability to lter out the noiseand furthermore, the window size
was not optimal for the casewhere the data corntains 40% noise. One of the assumptionsof our
algorithm is that the size of the small window is to be set by testing the data for noise so asto
selecta window sizethat canhandle the noisecontained in the data. However, despitethe fact that
the window size was selectedarbitrarily , CWA seemsto be able to handle di erent typesof drift
and noisewith an accuracythat is better than that o ered by FLORA. The secondreasonwhy the
di erence betweenCWA and FLORA is small when dealing with 40% noise and real drift, is that
we only usedtwo windows for processing,of which only onewas setto actually track the changes
in the data. The algorithm we have developed can use more than two windows (as will be shown
in the last two sectionsdescribing the results from two real world experiments) and having more
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than one window tracking the changes,generally producesbetter results (as more interpretations
of the data are available).

7 Exp erimen ts

To demonstrate how the competing algorithms works, we tested it on two real world problems
involving numeric data. The rst problem is that of detecting motion in surveillance video data
and the secondproblem is that of sound recognition.

7.1 Average Frame Luminance

One of the most common methods usedto detect motion in surveillancevideo involvessubtracting
the averageframe which represens the badkground information from a new frame captured by
the camera. Motion exists if the di erence between the frames is signi cant. The problem is
that in many cases.algorithms basedon the averageframe method are too sensitive to changesin
lighting and other small perturbations leading to a high number of false alarms. For example, a
temporary changein the light intensity in a room can causea signi cant shift in the pixel values
in an imagewhich can be erroneouslybe interpreted asmovemert. It is therefore desirableto have
a way in which the changesin the background information can be gracefully incorporated into the
averageframe. Howewer, one wants to update the averageframe only if the changesperceived in
the badkground information are found to be permanert.

7.1.1 Permanent Concept Drift

In our rst setof experiments we useda single camerato capture imagesof the computer lab under
varying lighting conditions.

We started to capture imageswith all the lights in the room turned on. Then, the lights in
the room were gradually turned o in order to generatechangesin the badkground lighting. The
goal in this experiment wasto update the averageframe using the competing windows algorithm
in order to re ect the new lighting conditions.

The concept in this experiment was represerted by the averageframe. The averageframe
represerts the badkground information of the area under video surveillance. The concepthad two
attributes: the luminance of the left and right halvesof the frame.

300frameswere captured for this experiment. The sizeof windows usedin the experiment was
as follows: small window - 15, middle window - 35, large window - 80. The consistencythreshold
value was 0.9. The size of the small window was determined using the procedure described in
section 5.4.

The experiment had v e steps,with one step for eac new lighting condition. In step one, all
12 lights wereturned on, in step two 11 lights were on, in step three 9 lights , in step four 6 lights
whereasin the fth step only 4 lights wereturned on. The duration of the stepsvaried (80 frames
for step one, 40 framesfor step two, 60 framesfor step three, 40 framesfor step four and 80 frames
for step v e). The rst 80 framesin the sequencewere usedto generatethe concept description
of the averageframe. The algorithms usedthe remaining 220 framesto track the changesin the
averageframe.

Using the data from the averageframe attributes, we used our algorithm to make necessary
updates to the concept. The interpretation of the three windows for the left half of the frame
is shown in Figure 13. The system produced a similar interpretation for the right of the frame.
Throughout the sequencethe window which followed most closelythe changesis the small window.
Table 1 shows the di erence betweenthe values of the attributes of the three windows and the
actual data valuesat the start and end frame for eac step in the experiment. The sizeof the best
window overall was 15 (small window). The middle window was also able to track the drift in the
conceptbut with signi cantly lessaccuracy whereasthe large window failed to make any changes
to its conceptde nition. The reasonfor the failure of the large window to adapt to the changesin
the data is that all the changesoccurred over small intervals of time. Hencethe changewas not
persistert for a long enough period of time to reset the large window. For this reasonthe large
window conceptde nition was constart throughout the experimert.
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Table 1: The dierence between the actual data values and the attribute values of the three
windows concept de nitions for attribute 1 (left half of the averageframe).

The algorithm selectedthe large window conceptde nition to bethe bestoverthe frameinterval
81-108,while from frame 103 until frame 300the small widow conceptde nition was consideredto
be the most accurate. This closely follows the data for the averageframe and demonstratesthat
the system handleswell data with stepwise changesin the data.

7.1.2 Virtual Drift

The secondset of experiments involved virtual drift. As in the previous experimert, at the begin-
ning all the lights wereturned on. Then the lights in the room were gradually turned o and then
turned on to generateonly a temporary changein the background information. The goal for this
experiment wasto usethe competing windows algorithm to determine whether the changesin the
lighting conditions are virtual (temporary in nature) and to update the badkground information
accordingly.

The conceptfor this experiment was represeried by the averageframe. The concept had two
attributes where ead attribute represeried luminance of one half of the frame.

300 frames were captured for one typical test. We used the algorithm with the following
parameters; small window - 15, middle window - 35, large window - 80 and threshold value - 0.9.
The experiment had eight steps, with one step for ead new lighting condition. The number of
lights turned on at ead step were as follows: (step 1: 12 lights), (step 2: 11 lights), (step 3: 9
lights), (step 4: 6 lights), (step 5: 2 lights), (step 6: 6 lights), (step 7: 10 lights) and (step 8: 11
lights). The duration of the stepsvaried (40 framesfor step 1, 60 frames for step 2, 40 framesfor
step 3, 20 framesfor step 4, 20 framesfor step 5, 20 framesfor step 6, 20 frame for step 7 and 60
framesfor step 8).

The algorithm usedthe rst 80 framesin the sequenceto generatethe concept description of
the averageframe. The remaining 220 frameswere usedto track the changesin the concept. The
algorithm wasconsideredto correctly interpret if the preferred conceptde nition wasnot modi ed.

Using the data from the averageframe attributes, we usedour algorithm to make the necessary
update to the averageframe concept. The interpretations of the three windows for attribute 1
along with the best concept selectedby the algorithm is shown in Figure 14. The interpretation
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generatedby the systemfor attribute 2 wassimilar to that of attribute 1. At the start of processing,
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Figure 14: The interpretation of the attribute 1 data by the three competing windows along with
the best hypothesisselectedby the algorithm.

the best hypothesisis consideredto be the one o ered by the large window as the large window
contains the largest number of instances (80 instances). As the system processegshe remaining
instancesthe small window follows most closely the changesin the averageframe and the small
window conceptde nition is updated throughout the experiment. The small window producesan
accurate track of the data as its size allows it to adapt fastest to any changesin the data (the
greater the changein the data, the smaller the window required to track the changes). However,
the small window doesnot nd any consistencyin the drift for the averageframes obsened to
justify a changein the preferred hypothesis(o ered by the large window).

The middle window alsocortinually updatesits conceptbut doesnot track the data accurately.
Also, over the last three stepsin the experimert, it overestimatesthe actual changein the concept.
The reasonfor the error in the estimation is that there is very little consistencyin the data obsened
over the last v e stepsin the experiment and as a result the middle window could not accurately
determine the changein the concept.

The large window is the only one that does not alter the concept de nition to re ect the
changein the data. Becauseof the cortinual changein the data, the large window doesnot nd a
consistert changein the conceptand sincethe middle window never resetsit, the conceptde nition
is updated using the original estimate of the change computed for the window. The best concept
de nition is correctly consideredto be the one generated by the large window throughout the
experimert.

7.2 Sound Recognition Problem

The algorithm preserted in this paper is also able to handle two more complex casesof concept
drift involving more than one concept, speci cally merging conceptsand conceptsthat crosseath
other's de nitions. This type of conceptdrift can often be encourtered in sound processingwhere
it is usefulto know whenthe two sounds(two concepts)are mixed (merged) or when soundschange

over time.

7.2.1 Merging Concepts

The data for this experiment consistsof two sound les that changeover time in such way that they
becomemixed. The sound les received by the sensorsat the start of the experiment consisted
of pure speed and pure music. Then the two les were gradually mixed until the speed was
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super-imposedon the music. Hencetowards the end of the experiment both sensorsreceived the
samesound le.

Two attributes are considered. The rst attribute represened the averagepitch for the sound
le while the secondattribute represened the average of the mel-cepstrum coe cien ts. Both
attributes had numeric values. Both sound les had a duration of two seconds.The averagepitch
and the mel-cepstrum coe cien ts were extracted from the sound les using the Speed Filling
System(SFS) processingools (http://www.phon.ucl.ac.uk/resource/sfs/). The soundsweremixed
using the Windows Sound Play/Mix program which comeswith the Win95 operating system.

The size of the windows used for this experiment were: small window 20, middle window 50
and large window 110. The consistencythreshold value was 0.9. The sizeof the small window was
determined as indicated in section5.4.

The systemwas consideredto have accurately interpreted the data if at the end of processing,
the preferred hypothesiswould be a conceptthat wasgeneratedfrom the mergerbetweenthe music
and the speed.

The de nitions generatedby our algorithm for the \m usic" conceptalongwith the original data
is shown in Figures 15 and 16. Figures 17 and 18 show the conceptde nitions generatedfor the
speet conceptalong with original input data. The best conceptde nition for the music concept
variesthroughout the experiment. The conceptpreferred by the systemwasasfollows: for instance
interval 111-133- large window, instanceinterval 134-258- small window and instanceinterval 258-
300 middle window. In the caseof the speed concept, the best de nition was: instance 111-134
large window, instance 135-256- small window and instance interval 257-300middle window.

The small window concept de nition was consideredto be the most represenativ e for the
longesttime interval (124 data samples). The reasonfor this is becauseafter the initial concepts
are generated, there is not enough consistency until instance 256 to reset the medium window.
The conceptsare generatedusing 110 data samplesand the large window is consideredto have the
best concept description asit has the most data. After instance 111, the data samplesobsened
indicate a signi cant change. However, while the changeis persistert, it is not consisteri until
instance 114. From instance 114 until instance 146,the changein the data is consistert. Sincethe
size of the small window S is 20, when the system has processednstance 134 it determinesthat
change has been consistert for S data samples. Hencethe small window is consideredto be the
most represenativ e as the other two window (medium and large) have no consistencyin the their
respective estimatesof the changein the concept.

The changein the data varies over the instance interval 146 and 197 and none of the windows
nd consistencyin the data. After instance 197, the changein the concept remains consistert
until the end of the experiment. The small window adapts rst to the changein the data and
at instance 216 (point P1 in Figures 15, 16) it matchesthe true change. When instance 256 is
processedthe small window resetsthe middle window. The new preferred concept description is
that of the medium window.

The best window size for the music concept betweeninstances 111-133was that of the large
window (110 samples). After instance 134, the small window becomesthe best window size (20
samples)and it remains the best window size until instance 258. At instance 258, the middle
window is resetand it becomesthe new best window size.

In the caseof the speet concept, the best window size was as follows: interval 111-138,large
window, 139-251, small window, 252-300, middle window.  The concept merging occurs over
a period of 84 instancesand is done in two steps. In the rst step, the small window concept
de nitions are mergedat point M1 - instance 214 (seeFigure 19. In the secondstep, the middle

window conceptde nitions are merged. This occurswhen the middle window for the music is reset
at instance 256 in the experiment (point M2 in Figure 19) .

The algorithm interpreted the data correctly asit mergedthe small and middle window concepts
to re ect the changesin the data obsened. The reasonwhy the largest window conceptswere not
mergedwas that the data was not consistert enoughto resetthe large windows for the music and
speeth concepts. The data for the two conceptsbecomesmergedin the actual data starting at
instance 208.

The systemis interpreting the data accurately as at the end of processingthe preferred hy-
pothesisis that generatedby the middle window which indicates that the two soundsare merged.

19



120 | 4
f——— Concept Tracked ————————)
| Ty, Large Window
o . &——— Small Window e
& Music Average
= Pitch Value 1 ! Middle Window ——3|
=
£wf :
& N,
g %
4 80 F N Bl P2
Best Concept
Definition Best Concept
Large Window Definition
or Best Concept  Middle Window
Definition
Small Window
&0 L L L L L
0 50 200 Time 150 200 250 200

Figure 15: The data for the rst attribute of the music concept and the three interpretations
provided by the dynamic windows.
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Figure 17: The data for the rst attribute of the speet concept and the three interpretations
provided by the dynamic windows.

Figure 18: The data for the secondattribute of the speet conceptand the three interpretations
provided by the dynamic windows.
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Figure 19: The small and middle conceptde nitions for the music and speet concept.

Figure 20: The middle and large conceptde nitions for the music and speed concept.

22



7.2.2 Crossing Concepts

The last set of experiment also involved music and speed data. However, for this experiment the
two signalsdo not merge but rather they crossead other's de nition - essetially, the speed le

ends up containing music and vice-versa. The conceptswe attempted to track were contained in
the two sound les. As in the previous experimert, the conceptshad two attributes: the average
pitch and the averageof the mel-cepstrum coe cien ts. Both attributes had numeric values. Both

sound les had a duration of two seconds.

The experiment involved the use of two sensorswith ead sensorreceiving a sound le. The
sound les received by the sensorsat the start of the experiment consistedof pure speed and pure
music. Then the two les were gradually mixed until the speet was replaced by the music and
vice-versa. The number of instancesusedwas 300.

The window sizesusedin the experiment were: small window - size 20, middle window - size
50 and large window - size 110. The threshold value was setto 0.9.

The de nitions generatedby our algorithm for the music conceptalong with the original data
is shown in Figures 21 and 22. Figures 23 and 24 show the conceptde nitions generatedfor the
speeth concept along with original input data. Figure 21 shows that the small window tracks

Figure 21: The data for the rst attribute of the music concept and the three interpretations
provided by the dynamic windows.

best the data for the averagepitch throughout the experiment. However, the small window never
nds enough consistencyin the data to resetthe middle window. The middle window tracks the
music concept but with far lessaccuracy than the small window while the large window fails to
adapt to the changesoccurring in the concept (the changeis not persistert enoughto resetthe
large window). The best conceptde nition is given by the large window up to instance 142. After
instance 142 the best conceptde nition is consideredto be that of the small window.

In the caseof the speed concept, again the small window tracks the data obsened with the
greatestaccuracy The large window fails to track the concept. The best conceptde nition is given
by large window over the interval 111-132and by the small window over the interval 133-300.
Despite the fact that the data for the conceptswas very similar around instance 202 the system
did not merge the concepts (Figures 25, 26) and correctly continued to update the two concept
de nitions. This demonstratesthe systemwill be able to handle of the caseswherethe de nitions
of conceptscross.
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Figure 22: The data for the secondattribute of the music concept and the three interpretations
provided by the dynamic windows.

Figure 23: The data for the rst attribute of the speet concept and the three interpretations
provided by the dynamic windows.
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Figure 24: The data for the secondattribute of the speet conceptand the three interpretations
provided by the dynamic windows.

Figure 25: The small and middle window concept de nitions for the music and speed concept.
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Figure 26: The middle and large window conceptde nitions for the music and speed concept.

8 Limitations

The algorithm preserted in this paper is designedspeci cally to deal with conceptdrift. However,
there are casesin which the algorithm will fail to track conceptsaccurately. The main idea behind
the algorithm is that one can deal more e ectiv ely with drift if one has multiple interpretations
of the change occurring in the data obsened. The main factor that a ects the performance of
the algorithm is the changein the data. If the change (or drift) in the concept does not have
any consistencythat the algorithm can detect, then the tracking will fail. The algorithm will still
provide multiple interpretations but the best concepthypothesiswill most likely be wrong. At the
start of the processing,it selectsthe large window hypothesis as being the most accurate but if
there is no consistencyin the data then the other two windows will never nd enoughevidenceto
justify changing the preferred hypothesis. Sincethe large window is the last window to update its
concept de nition, in a domain with continuous but inconsistert drift the large window concept
will be the most inaccurate. A good example is the data for the averageframe which involved
quick changesin the data - the large window failed to track the changesin the lighting conditions.

9 Conclusions

In this paper we have presened a learning algorithm designedto handle concept drift and in
particular virtual concept drift. The algorithm has the advantages that it is unsupervised and
it usesmultiple windows to track and interpret the data. This allows it to generate multiple
hypothesesabout the conceptsobsened and henceit can handle successfullyvirtual concept drift .
The algorithm was compared with the FLORA algorithm and its performance was better in all
experimerts.

The algorithm wasapplied to two real world problems: a video surveillanceproblem and a sound
recognition problem. The results show that it can accurately interpret the data and distinguish
betweenreal and virtual concept drift.

The algorithm also can handle somecaseswhere the conceptsmerge or crosstheir de nitions.
However, there are many caseswhere the algorithm would fail to accurately track the changesin
the concept. One such caseis where the concepts merge only temporarily. Once the algorithm
mergestwo concepts,it will no longer match any of the data assaiated with the original concepts
(that weremerged). Henceif any data matching the original conceptis obsened, unlessit is similar
to any of the existing conceptsin the system memory, the systemwill build a new concept.

The algorithm hasthe disadvantagethat it requiresa separatewindow of data for eat concept
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in the knowledge base. The method can be usedin environments that involve a small number
of concepts. However, as the number of conceptsincreasesso do the memory and computational
resourcesrequired.
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